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Abstract

Two mobile agents (robots) having distinct labels and located in nodes of an unknown
anonymous connected graph, have to meet. We consider the asynchronous version of this
well-studied rendezvous problem and we seek fast deterministic algorithms for it. Since in
the asynchronous setting meeting at a node, which is normally required in rendezvous, is in
general impossible, we relax the demand by allowing meeting of the agents inside an edge as
well. The measure of performance of a rendezvous algorithm is its cost: for a given initial
location of agents in a graph, this is the number of edge traversals of both agents until
rendezvous is achieved. If agents are initially situated at a distance D in an infinite line, we
show a rendezvous algorithm with cost O(D|L,yn|?) when D is known and O((D + |Lmax|)?)
if D is unknown, where |Ly,in| and |Ly,q.| are the lengths of the shorter and longer label of
the agents, respectively. These results still hold for the case of the ring of unknown size but
then we also give an optimal algorithm of cost O(n|Lp,n|), if the size n of the ring is known,
and of cost O(n|Laq), if it is unknown. For arbitrary graphs, we show that rendezvous is
feasible if an upper bound on the size of the graph is known and we give an optimal algorithm
of cost O(D|Lmin|) if the topology of the graph and the initial positions are known to agents.

1 Introduction

1.1 The problem

Two mobile agents (robots) initially located in nodes of a network, modeled as an undirected
connected graph, have to meet. This task is known in the literature as the rendezvous problem in
graphs. It was mostly studied in the synchronous setting and meeting was required at a node. In
this paper we study the asynchronous version of the rendezvous problem. In this setting meeting
at a node may be impossible even in the two-node graph, as the adversary can desynchronize the
agents and make them visit nodes at different times. Thus we have to relax the requirement and
allow agents to meet either in a node or inside an edge. Such a definition of meeting is natural,
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e.g., when agents are robots traveling in a labirynth. We seek efficient deterministic algorithms
to solve this asynchronous rendezvous problem.

If nodes of the graph are labeled then agents can decide to meet at a predetermined node
and the rendezvous problem reduces to graph exploration. However, in many applications, when
rendezvous is needed in a network of unknown topology, such unique labeling of nodes may be
unavailable, or agents may be unable to perceive such labels. Hence it is important to design
rendezvous algorithms for agents operating in anonymous graphs, i.e., graphs without unique
labeling of nodes. Clearly, the agents have to be able to locally distinguish ports at a node:
otherwise, an agent may even be unable to visit all neighbors of a node of degree 3 (after visiting
the second neighbor, the agent cannot distinguish the port leading to the first visited neighbor
from that leading to the unvisited one). Consequently, agents initially located at two nodes of
degree 3, might never be able to meet. Hence we make a natural assumption that all ports at a
node are locally labeled 1.....d, where d is the degree of the node. No coherence between those
local labelings is assumed. When an agent leaves a node, it is aware of the port number by which
it leaves and when it enters a node, it is aware of the entry port number and of the degree of the
node. Unless otherwise stated, we do not assume any knowledge of the topology of the graph or
of its size. Likewise, agents are unaware of the distance separating them.

1.2 The model

The network. The network is modeled as an undirected connected graph. Since we allow
meetings inside an edge, we have to avoid unwanted crossings. Thus, for simplicity, we consider
an embedding of the underlying graph in the three-dimensional Euclidean space, with nodes of
the graph being points of the space and edges being pairwise disjoint line segments joining them.
For any graph such an embedding exists. Mobile agents are modeled as points moving inside
this embedding.

Adversarial decisions, definition of rendezvous and its cost. An agent, currently
located at a node, does not know the other endpoints of yet unexplored incident edges. If the
agent decides to traverse such a new edge, the choice of the actual edge belongs to the adversary,
as we are interested in the worst-case performance. This choice given to the adversary captures
the fact that the topology and the orientation of the network are unknown to agents. Clearly,
sometimes an agent may decide to traverse an already known edge, e.g., when it traverses an
edge, goes back and then traverses it again. An algorithm for agent with label L depends on
L and causes the agent to make the following decision at any node of the graph: either take a
specific already explored incident edge, or take a yet unexplored incident edge (in which case the
choice of the edge is made by the adversary).

There is another important choice given to the adversary, this one capturing the asynchronous
characteristics of the process. When the agent, situated at a node v at time ¢y has to traverse
an edge modeled as a segment [v,w], the adversary performs the following choice. It selects a
time point ¢; > ¢y and any continuous function f : [tg,t1] — [v,w]. This function models the
actual movement of the agent inside the line segment [v, w] in the time period [t¢,¢1]. Hence this
movement can be at arbitrary speed, the agent may go back and forth, as long as it does not
leave the segment and the movement is continuous. We say that at time t € [to, 1] the agent is
in point f(t) € [v,w]. Moreover, the adversary chooses the starting time of the agent. Hence an
agent’s trajectory is represented by the concatenation of the functions chosen by the adversary



for consecutive edges that the agent traverses. (Recall that the choice of the edge incident to a
current node also belongs to the adversary, whenever the edge is yet unexplored.)

For a given algorithm, given starting points of agents and a given sequence of adversarial
decisions in an embedding of a graph G, a rendezvous occurs if both agents are at the same
point at the same time. We say that rendezvous is feasible in a given graph, if there exists an
algorithm for agents such that for any embedding of the graph, any starting points and any
sequences of adversarial decisions, the rendezvous does occur. The cost of rendezvous is defined
as the worst-case number of edge traversals by both agents (the last partial traversal counted as
a complete one for both agents), where the worst case is taken over all decisions of the adversary.

Labels and local knowledge. If agents are identical, i.e., they do not have distinct iden-
tifiers, and execute the same algorithm, then deterministic rendezvous is impossible even in the
oriented ring: the adversary will make the agents move in the same direction at the same speed,
thus they will never meet. Hence we assume that agents have distinct identifiers, called labels,
which are two different nonempty binary strings, and that every agent knows its own label.

If both agents knew both labels, the problem could be again reduced to that of graph explo-
ration: the agent with smaller label does not move, and the other agent searches the graph until
it finds it. (This strategy is sometimes called “wait for mommy”.) However, the assumption
that agents know each other may often be unrealistic: agents may be created in different parts
of the network in a distributed fashion, oblivious of each other. Hence we assume that each
agent knows its own label but does not know the label of the other. The only initial input of
a (deterministic) rendezvous algorithm executed by an agent is the agent’s label. During the
execution of the algorithm, an agent learns the local port number by which it enters a node and
the degree of the node.

Notation. L,,;, denotes the shorter label and L., the longer one, with ties broken arbi-
trarily. If L is a label, |L| denotes its length. n denotes the number of nodes in the graph, and
D the distance between initial positions of the agents.

1.3 Our results

We first look at the case of rendezvous in an infinite line. This case is important, as the results
for the infinite line carry over to the case of the ring of unknown size and the cost depends on the
initial distance between agents rather than on the size of the ring. For agents initially situated
at a distance D in an infinite line, we show a rendezvous algorithm with cost O(D|L.nn|?) when
D is known and O((D + |Lyaz|)?) if D is unknown, where | L] and |Lyg.| are the lengths of
the shorter and longer label of the agents, respectively. These results still hold for the case of
the ring (even of unknown size) but then we also give an algorithm of cost O(n|Lmy|) (and this
is optimal), if the size n of the ring is known, and of cost O(n|Lmaz|), if it is unknown. In both
these algorithms the knowledge of the initial distance D between agents is not assumed, and for
D of the order of n, their complexity is better than that of infinite line algorithms. On the other
hand, for small D and small labels of agents, the opposite is true. For arbitrary graphs, we show
that rendezvous is feasible if an upper bound on the size of the graph is known, and we give an
optimal algorithm of cost O(D|Lyy|) if the topology of the graph and the initial positions are
known to agents.

It should be noted that asynchronous rendezvous techniques significantly differ from the
synchronous case. An important ingredient in synchronous rendezvous algorithms in graphs is



the insertion of idle periods for each of the agents (depending on its label) during which the
other agent walks in the graph and has the chance of meeting the standing agent. This is, of
course, impossible in the asynchronous setting, as the adversary controls waiting time of the
agents. Instead, the algorithm should be designed to force the agents to move on the same path
in opposite directions sufficiently far to guarantee meeting. This is complicated by the fact that
agents do not have any sense of direction and do not know each other’s labels which serve as the
algorithm’s parameters.

1.4 Related work

The rendezvous problem has been introduced in [24]. The vast literature on rendezvous (see the
book [4] for a complete discussion and more references) can be divided into two classes: papers
considering the geometric scenario (rendezvous in the line, see, e.g., [11, 12, 19], or in the plane,
see, e.g., 9, 10]), and those discussing rendezvous in graphs, e.g., [2, 5]. Most of the papers,
e.g., [2, 3, 7, 11, 20] consider the probabilistic scenario: inputs and/or rendezvous strategies
are random. In [20] randomized rendezvous strategies are applied to study self-stabilized token
management schemes. Randomized rendezvous strategies use random walks in graphs, which
have been widely studied and applied also, e.g., in graph traversing [1], on-line algorithms [14]
and estimating volumes of convex bodies [17]. A natural extension of the rendezvous problem is
that of gathering [18, 20, 23, 25], when more than 2 agents have to meet in one location.

Deterministic rendezvous with anonymous agents working in unlabeled graphs but equipped
with tokens used to mark nodes was considered e.g., in [22]. In [26] the authors considered
rendezvous of many agents with unique labels. In [16, 21] deterministic rendezvous in graphs
with labeled agents was considered. However, in all the above papers, the synchronous setting
was assumed. While asynchronous rendezvous under geometric scenarios has been studied, e.g.,
in [18], the present paper is, to the best of our knowledge, the first to consider deterministic
asynchronous rendezvous in graphs. Due to space limitations, some proofs are moved to the
Appendix.

2 Rendezvous in the infinite line

We first observe that a simple modification of the (synchronous) rendezvous algorithm proposed
in [16] can be used to perform asynchronous rendezvous in an n-node tree in time O(n). Trees
have a convenient feature from the point of view of rendezvous. Every tree has either a central
node, defined as the unique node minimizing the distance from the farthest leaf, or a central
edge, defined as the edge joining the only two such nodes. This suggests the following natural
rendezvous algorithm: explore the tree, find the central node or the central edge, and try to
meet there. Each agent can explore the tree by DFS, keeping a stack for used port numbers. At
the end of the exploration, the agent has a map of the tree, can identify the central node or the
central edge, and can find its way either to the central node or to one endpoint of the central
edge, in the latter case knowing which port corresponds to the central edge. In the first case,
rendezvous is accomplished after the other agent gets to the central node. In the second case,
both agents traverse the central edge once and they have to meet by the time the later agent
performs this traversal.



However, the above method uses the possibility of exploring the entire tree in order to con-
struct a map of it. This is impossible, e.g., in the case of the infinite line.

In this section we consider the case when the two agents are initially situated in an infinite
line at distance D. While infinite graphs are not our primary interest, the case of the infinite
line is important because the obtained results carry over to a ring of arbitrary unknown size and
do not depend on this size.

2.1 Distance D known to agents

In this section, we present a rendezvous algorithm with cost O(D|Lyynn|?). The algorithm assumes
that the agents know D and it is formulated for an agent with label L. Each agent has an ini-
tial local orientation left-right and these orientations of both agents may be the same or different.

Algorithm Rendezvous-in-Infinite-Line(D)

The algorithm consists of two parts: Label Transformation and Label Execution.

Label Transformation. The Label Transformation part takes the label L of an agent and produces
the label L* consisting of a string of |L| zeros, followed by a 1 and then followed by the string
L.

Label Ezecution. For a given agent, we define the execution of the i-th bit of L* as performing
2iD steps left, (4i4+1)D steps right and (2i+1)D steps left (resp. 2iD steps right, (4i+1)D steps
left and (2¢ + 1)D steps right) if L*(i) = 0 (resp. if L*(i) = 1), according to the agent’s initial
local orientation. For an agent with label L, the Label Execution part consists of consecutive
executions of all bits of L* from left to right. The algorithm stops when rendezvous is achieved.

The following fact is straightforward.

Fact 2.1.
1. The label execution of L* requires Zli*ll (8i +2) = O(|L*|?) = O(|L|?) steps;
2. For any labels Ly, Lo, if Ly # Lo then none of the L, L5 is a prefix of the other;
3. If |Ly| > |Lao| then |Li| > |L3|.

The execution of the p-th bit of L* can be divided into three segments: the first segment
consists of the first 2pD steps, the second segment is formed by the next (4p 4+ 1)D steps and
finally the last segment consists of the last (2p 4+ 1)D steps.

Let sg(p) be the time when agent H finishes executing the p-th bit of its transformed label.

Correctness and analysis

Fix a global left-right orientation of the line. Below we use the terms “left” and “right”
according to this fixed orientation.

We define the direction of an agent H on bit position p as left (resp. right) if the execution
of the first segment of p for H consists of 2pD consecutive steps to the left (resp. right) from
its initial position. It is clear that depending on their local orientations and on the values of the
p-th bit of their transformed labels, the agents may have either the same or different directions
on a given bit position. When the directions of the agents differ on a given bit position, two
situations are possible during the execution of the first segment of p, depending on the agents’
initial positions: either in the first step the agents move approaching each other (in this case, we



say that the directions are convergent), or they move receding farther from each other (in this
case, we say that the directions are divergent).

Lemma 2.1. If the agents have different directions on a given bit position p, they meet by time
min{s4(p), s5(p)}-

Proof. Two cases may happen: either (a) the directions are convergent or (b) they are divergent.
Case (a). Let X be the agent that first completes the execution of the first segment of the
p-th bit of its transformed label. At this time, if Y is already executing the p-th bit, then they
have to meet because they are at distance D and move approaching each other for more than
D steps. If Y is still executing some previous bit ¢ < p — 1, then it can be at a distance of at
most (2(p — 1)+ 1)D = (2p — 1)D steps from its initial position (in some direction), while the
first segment of the pth bit executed by X carries it at distance 2pD, starting towards the initial
position of Y. Again, recalling that their initial positions are at distance D, they have to meet.
Case (b). Let X be the agent that first completes the execution of the second segment of
the p-th bit of its transformed label. During the second segment, agent X moves (2p + 1)D
steps from its initial position, towards Y’s initial position. As in the previous case, if Y is
still executing some bit ¢ < p — 1 when X completes the last segment, then Y can be at most
(2(p—1)+1)D = (2p — 1)D steps (in any direction) from its initial position: the agents have to
meet.
Assume now that at the time 7 when X completes the second segment of the p-th bit, Y is
already executing the p-th bit. In this case, we can observe that during the execution of the
second segment of their p-th bit, the two agents move approaching each other. It follows that
at time 7, agent Y can be as far from its initial position as permitted by the execution of the
first segment of p, i.e., at most 2pD steps in some direction. Recalling that X and Y’s initial
positions are D steps apart one from the other, and that X moves (2p+1)D steps from its initial
position towards Y’s initial position, agents have to meet by time min{s x(p), sy (p)}. O

Theorem 2.1 (Correctness). Let g be the length of the shortest tranformed label. Agents must
meet by time min{s(q),sp(q)}.

Proof. In view of Lemma 2.1, it is enough to show that there exists a bit position 1 < p < g on
which the agents have different directions. In fact, if the orientations of the agents differ, then
p = 1; otherwise, in view of part 2 of Fact 2.1, there is a bit position d < ¢ where the transformed
labels differ. In this case, p = d. O

Theorem 2.2 (Analysis). Assume the agents are initially at distance D and D is known to
both of them. Then the cost of Algorithm Rendezvous-in-Infinite-Line(D) is O(D|Lmin|?).

Proof. Each agent runs the algorithm proceeding from left to right on the transformed label, exe-
cuting bit by bit. By Theorem 2.1 we have that the agents must meet by time min{s 4(d), sp(d)},
where d is the first bit position where their transformed labels differ. By parts 1 and 3 of Fact
2.1, d = O(|Lmin|?). Executing every bit takes O(D) steps. Hence, the agents must meet after
O(D|Lynin|?) steps. O



2.2 Distance D unknown to agents

In this section, we present a rendezvous algorithm with cost O((D + Lpaz)?). The algorithm
does not assume the knowledge of D. It is formulated for an agent with label L. Each agent has
an initial local orientation left-right.

Algorithm Rendezvous-in-Infinite-Line

The algorithm consists of two parts: Label Transformation and Label Execution.

Label Transformation. The Label Transformation part takes the label L of an agent and produces
the label L* in the following way.

Step 1. Produce label L’ as follows: insert a new bit after every bit of L, alternating 0 and 1
(e.g., if L is the string 110, we obtain the new string 101100).

Step 2. Produce label L” by adding the pattern 11110 at the end of L'.

Step 3. Finally, label L*, called the transformed label of the agent, is obtained as an infinite
concatenation of copies of L”.

Label Ezecution. For a given agent, we define the execution of the i-th bit of L* as performing i2
steps left, 2i% + i steps right and i? 4 i steps left (vesp. 2 steps right, 2i% + i steps left and i + 4
steps right), if L*(i) = 0 (resp. if L*(i) = 1) according to the agent’s initial local orientation.
For an agent with label L, the Label Execution part consists of consecutive executions of all bits
of L*, from left to right, until rendezvous is achieved.

As in the previous subsection, the execution of the p-th bit of L* can be divided into three
segments: the first p? steps form the first segment of p, the next 2p? + p form the second segment
of p and the last p? + p steps of p form the last segment.

Denote by L*(a,b) the substring of L* contained between bit positions a and b, extremities
included. The following fact is straightforward.

Fact 2.2.
1. L* does not contain the substring 0000;
2. The only place in L* where the substring 11110 occurs is at the end of a copy of L';
3. For any bit position b of L*, the execution of L*(1,b) requires S 0_, (4524 2i) = O(b%) steps;
4. For any labels L1, Lo, if L1 # Lo then L} # Lj;

Correctness and analysis
Directions of agents on a given bit position are defined analogously as in Section 2.1. Also
the notions of convergent and divergent directions on a given bit position are similar.

Lemma 2.2. Let X and Y be the two agents. For any p > 1, there exists a ¢ > p such that
q —p = O(|Lmaz|) and the direction of X on L% (q) is different from that of Y on L3 (q).

Proof. Assume X be the agent with the larger label and Y the other agent. Let r be the largest
integer and s be the smallest integer, p < r < s, such that L% (r,s) includes two occurrences of
the substring 11110. Since for every ¢, with r < g <'s, we have ¢ — p < 2-|L! .| = O(|Linaz|),
it is enough to show that there is a ¢ € {r,..., s}, such that the agents have different directions
on q.



We can assume that the agents have the same direction on the bit positions where L% (r, s)
contains the two substrings 11110, otherwise there is nothing to prove. In view of part 1 of
Fact 2.2, the only way for this to happen is that both agents have the same orientation and
Ly (r,r+4) = Ly (r,r +4) = L% (s — 4,s) = L} (s — 4,s) = 11110.

From part 2 of Fact 2.2, this implies that L% (r+5, s—5) and L} (r+5, s—5) correspond to Ly
and LY, respectively. In view of part 4 of Fact 2.2, there must be a bit position d, r+5 < d < s—5
where L’y and Ly differ. The lemma holds for ¢ = d. O

As before, the integer sp(p) denotes the time when agent H finishes executing the p-th bit
of its transformed label.

Lemma 2.3. If the agents have different directions on a given bit position p > D, they meet by
time min{s4(p), sp(p)}-

Proof. Two cases may happen: either (a) the directions are convergent or (b) they are divergent.

Case (a). Let X be the agent that first completes the execution of the first segment of the
p-th bit of its transformed label. At this time, if Y is already executing the p-th bit, then they
have to meet because they are at distance D and move approaching each other for more than D
steps. If Y is still executing some previous bit ¢ < p — 1, then it can be at a distance of at most
(p—1)2+ (p—1) steps, in some direction, from its initial position, while the first segment of the
pth bit executed by X carries it at distance p?, starting towards the initial position of Y. Again,
recalling that their initial positions are at distance D < p, they have to meet.

Case (b). Let X be the agent that first completes the execution of the second segment of the
p-th bit of its transformed label. During the second segment, agent X moves p? + p steps, from
its initial position, towards Y’s initial position. As in the previous case, if Y is still executing
some bit ¢ < p—1 when X completes the second segment, then Y can be at most (p—1)2+4(p—1)
steps (in any direction) from its initial position: the agents have to meet.

Assume now that at the time 7 when X completes the second segment of the p-th bit, Y is
already executing the p-th bit. In this case, we can observe that during the execution of the
second segment of their p-th bit, the two agents move approaching each other. It follows that at
time 7, agent Y can be as far from its initial position as permitted by the execution of the first
segment of p, i.e., at most p? steps in some direction. Recalling that Y is initially D < p steps
distant from X, they have to meet by time min{sx(p), sy (p)}. O

Theorem 2.3 (Correctness and analysis). Assume the agents are initially at distance D.
Algorithm Rendezvous-in-Infinite-Line achieves the rendezvous in O((D + |Lmaz|)?) steps.

Proof. Each agent runs the algorithm proceeding from left to right on the transformed label,
executing bit by bit. By Lemma 2.3 the agents must meet by time min{s4(d),sp(d)}, where
d > D is the first bit position on which they have different directions. By Lemma 2.2, there exists
a bit position d > D on which the agents have different directions. This proves the correctness
of the algorithm.
Moreover, Lemma 2.2 also guarantees that d = D + O(|Lpaz|) = O(D + |Liaz|). Hence,
from part 3 of Fact 2.2, the cost of the algorithm is 3¢ (4i? + 2i) = O((D + |Linaz|)?).
O



3 Optimal rendezvous in the ring

Our results for the infinite line carry over to the case when agents are situated in a ring of
unknown size n. However, for the ring there is no danger of “infinite escape” by going in divergent
directions: in this case the agents can still meet “on the other side” of the ring. Consequently, for
the ring we get rendezvous algorithms whose cost depends on n (which is also an upper bound
on the initial distance between agents) and on the size of the labels. The knowledge of D is not
assumed and for D of the order of n the bound on the cost of rendezvous is better than that
previously established.

We present a rendezvous algorithm with cost of optimal order of magnitude O(n|Lyinl),
working on an arbitrary unoriented ring of known size and an algorithm with cost O(n|Laz]),
when the size of the ring is unknown. Since the ring is unoriented, each of the agents has a local
right /left orientation and these orientations for the two agents may differ.

Algorithm Rendezvous-in-Ring

The algorithm consists of two parts: Label Transformation and Label Execution. The Label
Transformation part takes the label L of an agent and produces the label L* in the following
way. First produce label L’ consisting of a string of |L| zeros, followed by a 1 and then followed
by the string L. The label L*, called the transformed label of the agent, is obtained by replacing
in L' each 0 by 01 and each 1 by 10.

The Label Execution part is divided into phases numbered 1,2,... For a given agent, we define
the execution of bit 0 (resp. 1) in phase a as performing 3% steps left (resp. right), according
to the agent’s local orientation. For an agent with label L, phase a consists of consecutive
executions of all bits of L* from left to right. Since the agents do not know the size of the ring,
the number of phases is unbounded. The algorithm stops when rendezvous is achieved.

The following fact is straightforward.
Fact 3.1.
1. |L*] = O(|L]);
2. For any labels Ly, Lo, if L1 # Lo then none of the Ly, L5 is a prefiz of the other;
3. There are no more than two consecutive equal bits in L*;
4 I ILa| > | Lo then | L] > |L3).

Correctness and analysis

In order to show the correctness of Algorithm Rendezvous-in-Ring, we need to prove that
for any size of the ring, any initial position of the agents and any behavior of the adversary, the
agents will eventually meet. Let n be the size of the ring and = = [logzn| + 1. Consider agents
A and B. Let L4 and Lg be the labels of agents A and B, respectively. Let P be the longest
common prefix of L* and L}. For the b-th bit of L% , we denote by L% (b) the value of this
bit. Similarly for L%(b). If the b-th bit of LY is still in P then we use notation P(b) to denote
L*(b) = Ly (b). For an agent H and bit position b, let t%;(b) be the time when agent H starts
executing the b-th bit of its transformed label in phase z. Analogously, let t%;(b) be the time
when agent H finishes executing the b-th bit of its transformed label in phase x.

The following fact is straightforward.



Fact 3.2. If during a time interval [t1,ta] one of the agents does at least ¢ +n consecutive steps
in one direction and the other agent does at most c steps in this direction, for any ¢ > 0, then
they must meet by time to.

We first prove two lemmas.

Lemma 3.1. Let X be the agent that first starts the execution of phase x and let Y be the other
agent (i.e. t'(1) < ty(1)).

1. If the agents don’t meet by time min{t’s (1),5-(1)}, then i, (1) < t%(1).

2. In the case when the orientations of the agents differ, they meet by time min{t’ (1), ¢y (1)}.

The next lemma shows that if agents have the same orientation then they are “almost”
synchronized in phase  on the common prefix P.

Lemma 3.2. Suppose that both agents have the same orientation. Let P be the longest common
prefiz of L% and L. Consider the b-th bit of P. Let X; be the agent that first starts executing
this bit in phase x and let Y, be the other agent (i.e., t'x, (b) < ty, (b)). Then ty, (b) < t, (),
unless the agents meet by time t', (b+1).

The following result establishes the correctness of Algorithm Rendezvous-in-Ring.

Theorem 3.1. Let n be the size of the ring. Let d be the first position where the transformed
labels of the agents differ. Agents must meet by time min{t"y(d), t’;(d)}.

We finally establish the complexity of Algorithm Rendezvous-in-Ring.

Theorem 3.2. The cost of Algorithm Rendezvous-in-Ring is O(n|Lmaz|), for the n-node ring.
Moreover, if the size n of the ring is known to the agents, then Algorithm Rendezvous-in-Ring
can be modified to have cost O(n|Lpn|), which is optimal.

Proof. Tt follows from Theorem 3.1 that by the meeting time none of the agents completed phase
x. Hence the cost of the algorithm is O(n(|La|+ |LB|)) = O(n|Lpmaz])-

Suppose that both agents know n. Then they can start executing Algorithm Rendezvous-
in-Ring at the beginning of phase x. By the proof of Theorem 3.1, agents must meet by time
min{t’} (d), t’5(d)}, where d is the first position where their transformed labels differ. Clearly,
d < |Lpn|- Hence both agents execute at most |L,;,| bits before meeting, which implies that
the cost is O(n|Lyin|). The optimality of this cost follows from a result in [16], applied to the
case when the distance between agents is O(n). O

4 Rendezvous in arbitrary graphs

We start with the following observation.

Proposition 4.1. If a map of the graph with labeled ports and indicated initial positions of
agents is available to both of them then deterministic asynchronous rendezvous can be done at
cost O(D|Lyin|), which is optimal.
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Proof. Each agent computes the distance D between them and finds the lexicographically small-
est path of length D from its own position to the position of the other agent (paths are viewed
as sequences of port numbers). Thus both agents identify the same cycle of length 2D on which
their both initial positions are situated. (Notice that the cycle need not be simple, some edges
may be repeated, it may even degenerate to one path considered in both directions.) Then agents
apply the modified version of Algorithm Rendezvous-in-Ring to this cycle. The size of the cycle
is known, so rendezvous can be achieved at cost O(D|Lpnl|). O

We conclude this section with a feasibility result in the case when an upper bound on the
size of the graph is known to agents.

Theorem 4.1. Suppose that a bound M on the number of nodes in the graph is known to both
agents. Then deterministic asynchronous rendezvous is feasible.

5 Conclusion

The results that we presented for the asynchronous deterministic rendezvous in graphs contribute
to understanding the feasibility and complexity of this problem which seems far more complex
than its synchronous counterpart. In fact, it remains open if asynchronous deterministic ren-
dezvous is at all feasible in arbitrary graphs of unknown size. Our solution heavily uses the
knowledge of the upper bound on the size.

As far as complexity is concerned, the optimal cost of rendezvous remains open even in an
infinite line. Our algorithm for known D has time complexity O(D|Ln|?), while the lower
bound, following from [16], is (D|L,in|). In the case of the n-node ring, we established upper
bounds O(n|Lyin|) and O(n|Lpmaez|), for the known and unknown size, respectively. Is rendezvous
with cost O(n|Lpin|) possible for the ring of unknown size? Finally, our algorithm showing
feasibility of rendezvous for arbitrary graphs with known upper bound M on the size is not
efficient. Is there a rendezvous algorithm polynomial in the bound M and in the lengths of the
agents’ labels?
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Appendix

Proofs of Section 3

Lemma 3.1. Let X be the agent that first starts the execution of phase x and let Y be the
other agent (i.e. t'y (1) <ty (1)).

1. If the agents don’t meet by time min{t’s (1),ty-(1)}, then 3, (1) < t’%(1).

2. In the case when the orientations of the agents differ, they meet by time
min{tg (1), #(1)}.

Proof. 1. Let v be the position on the ring of agent Y at time ty(1). Without loss of
generality, assume that the execution of the first bit by agent X is clockwise. Since X
executes phase z, the execution of the first bit consists in making 3% steps clockwise. Suppose,
for the purpose of contradiction, that ¢4 (1) > t%(1). That is, agent Y still executes some
phase < x at time t%(1), or has just finished it. In particular, min{t%(1),¢5-(1)} = t’(1).
zeros and the In view of part 3 of Fact 3.1, agent Y could move at most 2-3%~! steps clockwise
from v during the time segment [ty (1), min{t’ (1),%5-(1)}]. The clockwise distance between
agents is less than n. Hence, in order to show that the agents meet by time t’ (1), it is
enough to show that 3% > 2-3%~! 4 n. This inequality follows from the definition of .

2. Suppose that the orientations of the agents differ. Assume also that ¢} (1) < t%(1),
otherwise the conclusion follows from part 1. Recall that the first bit executed in any phase
is 0 for both agents (the string L* starts with a 0 for any L). Again we assume without loss
of generality that the execution of the first bit by agent X is clockwise. Observe that agent Y
moves counterclockwise in the time segment [ty (1), min{ty (1), ¢5-(1)}]. If t{.(1) < ¢’% (1) then
in the time segment [t4, (1), min{¢ (1), ¢t} (1)}] agent Y does at least n steps counterclockwise
while agent A moves only clockwise. Hence, we get the conclusion by Fact 3.2, for ¢ = 0.
If ¢5-(1) > % (1) then in the time segment [t (1), min{t% (1)t} (1)}] agent Y does at most
2. 37~! steps clockwise from v, by the same argument as in part 1. The clockwise distance
between agents is less than n. Agents will meet at the latest by the time when X does
2.3%~! 4 n steps clockwise. Again we use the inequality 3% > 2- 3%~ + n to show that this
must happen by time t% (1) = min{t (1), 7. (1)}. O

Lemma 3.2. Suppose that both agents have the same orientation. Let P be the longest
common prefiz of L% and L. Consider the b-th bit of P. Let X; be the agent that first
starts executing this bit in phase x and let Yy be the other agent (i.e., t', (b) < ty, (b)). Then
ty, (b) < t%, (b), unless the agents meet by time t, (b +1).

Proof. Notice that b cannot be the last position of L% because of part 2 of Fact 3.1, hence
t’)’(b(b + 1) is well defined. The proof is by induction on b. If b = 1 then the lemma follows
from the first part of Lemma 3.1 (recall that this part did not depend on orientations of the
agents). Assume that b > 1 and suppose by the inductive assumption that the lemma holds
for b — 1.
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Claim. If agents do not meet by time t, (b), then #y, (b — 1) < #%, (b— 1).

In order to prove the Claim suppose that agents do not meet by time t’)’{b (b) and tg/b(b -1) >
t%, (b—1). This implies ty, (b—1) > t'x, (b—1). Hence, Xj = X;,_;. However, by the inductive
hypothesis 3, (b—1) <%, (b— 1), since we supposed that the agents do not meet by
time ¢, (b) = t%,  (b). This is a contradiction.

Consider two cases.

Case 1. P(b—1) # P(b)

Suppose that ty, (b) > t%, (b). In view of the Claim and of Fact 3.2 applied to the time
interval [ty (b),t%, (b)] agents must meet by time % (b).

Case 2. P(b—1) = P(b)

Notice that in Case 2, b cannot be the last position of P because P cannot end with two
equal consecutive bits. In view of part 3 of Fact 3.1, P(b+ 1) # P(b).

Suppose that ty; (b) > t, (b). Then at time t, (b) agent Y, has not yet started executing
the b-th bit. In view of the Claim, agent Y; must start executing the (b — 1)-th bit by
time t'y, (b) > t%, (b — 1), unless they met by time t%, (b). Hence, in the time segment
[t%, (b),t%, (b + 1)] agent X; does 3" consecutive steps in one direction, while in the time
segment [t (b),ty, (b)] agent Y, does at least 3% consecutive steps in the opposite direction.
This implies that they must meet by time min{t (b+1),ty, (b)} < t%, (b+1). O

Theorem 3.1. Let n be the size of the ring. Let d be the first position where the transformed
labels of the agents differ. Agents must meet by time min{ty (d),t’;(d)}.

Proof. Recall that for an agent H and bit position b, t;(b) is the time when agent H starts
executing the b-th bit of its transformed label in phase z = [logn| + 1. Analogously, t%;(b)
is the time when agent H finishes executing the b-th bit of its transformed label in phase x.

If the orientations of the agents differ, then the theorem follows from Lemma 3.1. Hence,
suppose that agents have the same orientation. Since d is the first position where the trans-
formed labels of the agents differ, there exists exactly one agent in whose transformed label
the (d—1)-th and d-th bits are the same. Without loss of generality let us assume it is agent
A, ie., L%(d—1) = L% (d). By part 3 of Fact 3.1, L%(d — 1) # L%(d —2) = Li(d — 2).
Assume also that on the two equal bits L% (d — 1) and L% (d) agent A moves clockwise. Let
X € {A, B} be the first agent that starts executing the (d — 1)-th bit and let Y be the other
agent, ie., t(d —1) <ty (d—1).

Claim. We have

ty(d—1) > t5(d—2) > ty(d — 2),

unless agents meet by time t’s (d — 1).

Observe that the first inequality is obvious, while the second follows from the Claim in the
proof of Lemma 3.2.

To complete the proof of the theorem consider the following two cases.
Case 1. X = A.
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In view of the Claim, agent B is in the process of executing the (d—2)-th bit at time ¢/, (d—1),
unless agents meet by time ¢} (d — 1). Suppose they do not meet by this time. In the time
segment [t'y(d —1),t;(d)] agent B either does at most 3" steps clockwise or it does at least
37 consecutive steps counterclockwise. In the time segment [t/,(d — 1),y (d)], agent A does
2 - 3" consecutive steps clockwise. Hence agents have to meet by time min{t’} (d),t%;(d)}. It
follows that in case 1 agents must meet by time max{t’y(d — 1), min{t’}(d), t’;(d)}}.

Two subcases are now possible. If ¢j(d — 1) < t/;(d) then the agents meet by time
min{t’) (d), t’5(d)}. Suppose t’y(d—1) > t’5(d). Then in the time segment [t',(d—1),t"} (d—1)],
agent A does 37 steps clockwise, while agent B has done at least 3% consecutive steps coun-
terclockwise in the time segment [t/,(d—1),t/5(d)]. In view of the inequality t") (d—1) > t’;(d)
they have to meet by time ¢7;(d) = min{t}(d), t’;(d)}.

Case 2. X = B.

In view of the Claim, agent A is in the process of executing the (d — 2)-th bit at time
t’5(d — 1), unless agents meet by time t’5(d — 1). Suppose they do not meet by this time. In
the time segment [t’z(d —1),t} (d)] agent A either does at most 3” steps counterclockwise or
does at least 2- 3" consecutive steps clockwise. In the time segment [t’;(d —1),t%(d)], agent
B does 3" consecutive steps clockwise and 3" consecutive steps counterclockwise. Hence
agents have to meet by time min{t} (d), ¢} (d)}. It follows that in case 2 agents must meet
by time max{t’;(d — 1), min{t} (d), t;(d)}}.

As in the previous case, if t7},(d—1) < /4 (d) then the agents meet by time min{t’} (d), t;(d)}.
When ¢%,(d — 1) > t’}(d), proceeding analogously to the Case 1 we can conclude that agents
have to meet by time ¢4 (d) = min{t’}(d), t’5(d)}.

Hence, in both cases, agents have to meet by time min{¢’}(d), t’;(d)}. O

Proofs of Section 4

Theorem 4.1. Suppose that a bound M on the number of nodes in the graph is known to
both agents. Then deterministic asynchronous rendezvous is feasible.

Proof. Consider all pairs (G, s), where G is a graph with at most M nodes and s is a node
of the graph G. For each such graph consider all possible labelings (1, ..., d) of ports at each
node of degree d. Define an input to be any pair (G, s), where G is a graph with a port
labeling and s is a node of the graph G.

For any input choose a traversal of the graph G from the starting node s, i.e., a sequence S
of port numbers such that an agent starting at s and following this sequence of port numbers
(exit port, entry port, exit port, entry port,...) traverses all edges of G. For each traversal
S, let S* be the concatenation of S and S’, where S’ is the reverse of the sequence S (i.e.,
the sequence S read from end to start). Let T be the sequence resulting from concatenating
sequences S* corresponding to chosen traversals for all inputs, putting 0 between two such
consecutive sequences as a separation marker.

We define the execution of T" on a graph G starting from node s as follows. The agent starts
at s and follows consecutive port numbers indicated by the sequence T, disregarding zeroes.
It may happen that at some point the execution is impossible for one of the two reasons:
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either the next term of T' does not correspond to the current entry port (the agent left a
node by port a, traversed an edge and enters the next node by port b but the next term
of T is different from b), or the next term of 7" indicates a port number larger than the
degree of the current node, hence a nonexisting port. In both these situations we say that
the traversal is aborted. Instead of continuing it, the agent goes back to s (returning via the
same path indicated by port numbers) and resumes execution of 7' from the next term 0
(i.e., executing the part of T' corresponding to the traversal of the next input). This is done
until the entire sequence T is executed in this manner.

Let f: N — N be a function such that f(z + 1) > f(x) - |T|, where |T| is the length of
the sequence T'. An example of such a function is f(z) = (|T| + 1)*. Let num(L) denote
the integer whose binary representation is the sequence L. The algorithm for an agent with
label L starting from node s in a graph G with port labeling is the following.

e Execute f(num(L)) times the sequence T" and stop.

It remains to show that this algorithm performed by both agents in a given graph GG guaran-
tees rendezvous. Suppose that agents have labels L and Ly, with num(L1) > num(Ls). Call
the agent with label L; the ith agent. We have f(num(L1)) > f(num(Ls)) - |T|. Consider a
time segment corresponding to one execution of the sequence T' by the first agent. During
this execution the agent must traverse all edges of graph Gy because a part of the sequence
T corresponds to the input composed of Gy with the given port labeling and of the start-
ing point of this agent. Hence either rendezvous is achieved or the second agent must have
executed at least one nonzero term of 7' during this time segment. After f(num(Lq)) —1
executions of the sequence T by the first agent one of two events must happen. Either
rendezvous is achieved or the second agent must have executed at least f(num(Li)) —1
nonzero terms. Suppose that the second event takes place (otherwise we are done). However
fnum(Ly))—1 > f(num(Ls))-|T|. Hence after f(num(L1))— 1 executions of the sequence
T by the first agent, the second agents must have completed all its f(num(L2)) executions
of the sequence T'. Hence it must have stopped. Now the first agent has the last execution
of the sequence T' remaining, while the second agent does not move any more. Since during
this last execution the first agent must traverse all edges of graph G, rendezvous must
occur. ]
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