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Overview

My former Ph.D. student, Dr. Murali Thiyagarajah, and I have invented a new process that has a tremendous market potential in the field of databases. It also has a large potential in Network Routing, Actuarial Sciences and Pattern Recognition, and, indeed, in every area where histogram methods are applicable. 

Patent applications have been filed (US and Canada) to protect our rights in this technology. Our agent representing us is Mr. Philip Kerr : pbkerr@trytel.com.

This document briefly highlights the features of the invention. Since the technology was initially designed and implemented from the perspective of its database applications, we emphasize these applications in this document. We add, however, that the applications to network routing etc. are straightforward.

Collaboration
This work is done in collaboration with Dr. Murali Thiyagarajah (Murali). Murali was the software engineer for the School of Computer Science for many years. He did his MCS under Professor Mike Atkinson and finished his Ph.D. with me in May 1999. Murali is superb in every area of applied work. The invention forms the core of Murali’s thesis, and the thesis has led to at least 5 (five) quality papers. Murali is now employed by The ORACLE Corporation, and is  a Principal Member.

Problem and Its Complexity
The problem that we have studied involves the design and implementation of new histogram methods that have direct and immediate applications in Query Optimization (QO) in databases. The problem is inherently an extremely hard problem, and its complexity is termed to be “NP-Hard”. Quite simply stated, given a database with various relations, each with its own attributes, the QO problem involves determining the optimal way of searching the database to yield the result of a query. The problem is “NP-Hard” essentially because there are a “large” (typically exponential) number of possible Query Evaluation Plans (QEPs) for a given query.

Traditional Solution
Rather than search all possible QEPs, traditional and current database systems try to estimate the efficiency of various QEPs, and thus discard the ones which are not promising. To achieve this, these systems rely on the fact that the complexity of a QEP depends on the size of the intermediate relations that the QEP generates. Thus, rather than test a particular QEP, current systems avoid calculating the size of the intermediate relations, but estimate it using a structure called a “Histogram”. These Histograms do not deal with the actual physical data, but rather process the “meta-data” stored in the data dictionary. The histograms currently in use are the Equi-depth and the Equi-width Histograms.

Current Technology 

All the current database systems utilize the histogram in one of its forms. The IBM-DB2, ORACLE, Sybase System 11.xx and NCR’s Teradata all use the Equi-depth histogram. A more comprehensive list of the database systems and their respective histogram techniques can be provided if necessary.
Our Strategy
Murali and I have proposed two new histogram-like techniques. The techniques and their salient features are :

1.
The Rectangular Attribute Cardinality Map (R-ACM) 
(a) It uses the principle of the “Rectangular” Rule of Numerical Integration.

(b) It is based on a User-defined Tolerance.

(c) We have derived rigorous expressions for the distribution of the R-ACM, for the errors and variances, and have shown how the “self-join” error is much smaller than that of the traditional schemes.

(d) Experimentally (see below), the errors of estimation based on the R-ACM are significantly smaller than the errors obtained using the traditional methods.

2.
The Trapezoidal Attribute Cardinality Map (T-ACM) 
(a) It uses the principle of the “Trapezoidal” Rule of Numerical Integration. 

(b) It is based on a linear approximation of the attribute’s distribution. 

(c) We have derived rigorous expressions for the distribution of the T-ACM, for the errors and variances, and have shown how its “self-join” error is much smaller than that of the traditional schemes.

(d) As before, the errors of estimation based on the T-ACM are significantly smaller than those obtained using the traditional methods.

Experimental Verification and Academic Approval

1. Our new techniques have been tested on two real-world databases involving (a) the NBA Statistics, and (b) the US Census. The errors that we have obtained are an order of magnitude (ie. about 8-10 times) smaller than the Equi-depth/Equi-width schemes used by all the current-day databases. Indeed, the errors are about 10 times smaller for the equi-select operation. 

2. We also rigorously tested our schemes for the TPC-D Industry Standard for a scaleable database with scaleable queries. Again the results are similar – we get an order of magnitude (ie. about 8-10 times) less error than current-day schemes. 

3. The work has been seen by quite a few researchers in the academic world. The feedback we have obtained has been unanimously VERY positive. Our technology is recognized as a breakthrough in the field of query optimization. 

4. The experimental results concerning the schemes have been presented at a few conferences. The details of these can be seen at : www.scs.carleton.ca/~oommen. Specific details of the respective papers can be provided if necessary.

The “Prior Art” of this Technology

1. We have done a thorough literature survey of the field. The technique we have is novel, and to the best of our knowledge, represents the first “quantum” jump in query-size estimation strategies since the mid 1980’s.

2. We have also done a detailed patent search – a report of which can be submitted at the appropriate time. From it you will see that most patented query optimizers deal with the data itself and the data representation. The number of patents which are related to the meta-data are few, and the differences between our scheme and the exiting patents are straightforward and very significant. 

3. The “mistake” which the inventors of the current-day histogram techniques made was that they did NOT patent their invention. Their results were in the published literature, and were quickly adopted in ALL the existing databases of their time. These current unpatented technologies now form the core and kernel of each and every existing database system.

The Potential Market

1. As histograms constitute the kernel of EVERY database system, we believe that our technology will significantly enhance the performance of every database system and application currently in use. Also, since the new technology can be easily grasped and understood, it will be an easy task for an existing system to incorporate our ideas.  

2. It is reasonable to expect that all major database developers will be prospective customers or licensees of this technology.

3. The market for the other applications is vast. We believe that the techniques are applicable in all areas where histograms are used including the area of network routing for creating the routing tables, and in actuarial sciences for computing premiums and cut-off limits for insurance strategies.

Business Options
1. It is hard to estimate what the technology is worth financially. All the above-mentioned database organizations are multi-billion dollar companies, and if they are convinced that the incorporation of our technology will significantly improve query optimization, any or all of them would have significant motivation to license or purchase this technology. 

2. I have directly promoted and continue to promote this invention by giving lectures and demonstrations which feature the technology. We have also created “PowerPoint” and “Overhead” demonstration tools to facilitate these lectures and demonstrations. 

3. An enhanced operational prototype/demonstration version of the technology has also been developed. It is written in Java with an extremely good and friendly (Windows 98) user interface.

In conclusion, I sincerely hope that this information is sufficient for the reader to understand the kernel of the technology, and what its potentials are.

With best wishes,

B. John Oommen

Professor
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